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Power	  Control	  Network*	  

GUIDE TO INDUSTRIAL CONTROL SYSTEMS (ICS) SECURITY 

This strategy includes firewalls, the use of demilitarized zones and intrusion detection capabilities 
throughout the ICS architecture.  The use of several demilitarized zones in Figure 5-5 provides the added 
capability to separate functionalities and access privileges and has proved to be very effective in 
protecting large architectures comprised of networks with different operational mandates.  Intrusion 
detection deployments apply different rule-sets and signatures unique to each domain being monitored. 

 
 

 
 

 Figure 5-5.  CSSP Recommended Defense-In-Depth Architecture 

 
5.5 General Firewall Policies for ICS 

Once the defense-in-depth architecture is in place, the work of determining exactly what traffic should be 
allowed through the firewalls begins.  Configuring the firewalls to deny all except for the traffic 
absolutely required for business needs is every organization’s basic premise, but the reality is much more 
difficult. Exactly what does “absolutely required for business” mean and what are the security impacts of 
allowing that traffic through?  For example, many organizations considered allowing SQL traffic through 
the firewall as required for business for many data historian servers.  Unfortunately, SQL was also the 
vector for the Slammer worm.  Many important protocols used in the industrial world, such as HTTP, 
FTP, OPC/DCOM, EtherNet/IP, and MODBUS/TCP, have significant security vulnerabilities. 

The remaining material in this section summarizes some of the key points from the CPNI Good Practice 
Guide on Firewall Deployment for SCADA and Process Control Networks [34] document. 
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Power	  System	  Monitoring	  and	  Control	  

•  ObservaEon/sensing	  
–  Current	  transformers,	  voltage	  transformers,	  PMUs,	  etc.	  
– Measurement	  noise,	  incomplete	  sensors	  	  
à	  state	  esEmaEon	  
•  Inputs:	  system	  topology,	  generaEon	  output,	  load	  
•  Output:	  state	  vector	  (voltage	  phasors)	  

•  Control	  (e.g.,	  by	  operators/HMI	  servers)	  
–  Relays,	  generaEon	  set	  points,	  PLC	  controllers	  
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Fig. 8. Multiple non-interacting measurement (sensors 1 and 27) corruption
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Fig. 9. Multiple interacting measurement (sensors 1 and 14) corruption

discuss some closely related work and contrast it with our
approach.

We first discuss related work whose focus is on the depend-
ability and security analysis of power systems. Volkanovski et
al. [29] introduce a power system reliability analysis algorithm
using fault trees generated for each load point of the system.
The proposed method focuses only on accidental failures due
to natural causes, and hence does not consider maliciously
failed power components. Zhou et al. [30] present a sequential
power system state estimation algorithm that uses reports from
synchronized phasor measurement units. Lo et al. [31] propose
a power system bad-data detection algorithm based on rotation
of measurement order for sequential state estimation. [32], [33]
focus on detecting corrupted measurements using only power
sensors. Such bad-data detection techniques have two major
limitations. Detection accuracy of some approaches, e.g., least-
square error-based algorithms [33], is usually low against
coordinated attacks, as they initially consider all the mea-
surements good. Furthermore, some other approaches, e.g.,
combinational techniques [32], do not scale well. Their search
space for detecting bad measurements grows exponentially
with the number of measurements.

Recent research has focused on false data injection attacks
[2], [28], [34] on state estimation, where an adversary modifies
multiple measurements in a coordinated fashion to influence
the estimate of the state without being detected by traditional
bad-data detection schemes, and on defenses against such
attacks (e.g., [28], [34], [35]). The impact of such false data
injections on power system operations, including power market
operations, has been considered in [3]–[5]. Specifically, [3], [4]
show that false data injection attacks can be used to manipulate
real-time prices in the electricity markets, while [5] shows that
they can cause operators to make suboptimal power dispatch
decisions.

Kosut et al. [28] introduce an algorithm to detect and

localize false data injection attacks using the generalized
likelihood ratio test. However, that work does not take into
account the cyber network topology or its current state, which
might be the root cause of the problem; hence, it does not
provide a complete cyber-physical picture.

Bobba et al. [34] and Dan et al. [35] demonstrate how
knowledge of power system topology and the correlation,
present in power system measurement data can be leveraged
to provide effective, cost-efficient solutions for detecting ma-
licious false data injection, and also to provide insight into
the nature of unobservable attacks. Giani et al. [36] provide
further characterization of unobservable attacks. However,
unlike SCPSE, those efforts only leverage power system
measurements except for [35] which leverages communication
infrastructure topology information as well.

We now discuss related work that is focused on the security
of cyber infrastructure. Cyber-based diagnostics mechanisms
try to estimate the security state of a computer network [37].
Bothunter [38] extends ideas from multi-sensor data fusion to
probabilistically correlate triggered alerts generated by intru-
sion detection systems (IDSes). The main goal is to identify
the set of compromised hosts [39]; however, in a power grid
context, the goal is the overall safety and reliability of the grid
and not security of individual hosts. Such solutions, as they
do not take the impact on the physical system into account,
are thus unable to provide a complete picture. Ten et al. [40]
propose a vulnerability assessment technique to evaluate the
vulnerabilities of SCADA systems at three levels: system,
scenarios, and access points. By calculating the risk of each
asset’s compromise, Mohajerani et al. [41] introduce a method
to detect and improve the vulnerability of power networks
against the intrusions and malicious acts of cyber hackers. [40]
and [41] both perform in an offline manner, and hence cannot
monitor the system for malicious activities while it is in its
operational mode. Wilken et al. [42] propose a software fault
diagnosis solution that uses data redundancy to detect faults
that have been caused by probabilistic system failures [43].
Therefore, software crashes that result from vulnerability ex-
ploitations cannot be completely detected using their proposed
approach. For cyber systems, there have been extensive inves-
tigations into intrusion detection techniques such as anomaly-
based [44], signature-based [45], and (recently) specification-
based solutions [46]. However, those traditional cyber diag-
nostics solutions ignore the topology and configuration of
the underlying physical power system [47]. In contrast, our
framework leverages the topology and configuration of the
underlying physical power system to validate the outcomes
of traditional IDSes.

For process control networks, Cardenas et al. [48] inves-
tigate an intrusion detection technique in which the attack’s
final target is assumed to be given. That assumption could be
exploited by attackers to further damage the process control
network by targeting other critical goals. SCPSE, while gener-
ating the attack graph, considers all possible attack paths, even
those that do not end up in critical assets, e.g., an internal Web
server.

In summary, unlike previous techniques, SCPSE leverages
information from the cyber network (control network topology,
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Figure 4.3: A Sample AGT Refinement During a Forensics Iteration

(No-OPeration) edges, meaning that no action is needed to make the transition. Now the AGT is

complete; however at this point, the path traversed by the attacker is not known, and the forensics

analysis (Section 4.4) tries to identify the exact path.

Figure 4.2 shows an example of how the AGT for a sample system is automatically generated.

Area 1 in the figure shows the syscalls logged during the attack. Each log line consists of the

time, the caller process, its privilege, the object type (e.g., regular file or socket), and a filename

or socket address. Line 11 is assumed to be reported as the detection point. The corresponding

dependency graph is shown in area 2 of the figure. Numbers tagged on the edges show occurrence

times of the syscalls. After the reachability analysis based on the detection point (F*), the graph

is demonstrated in area 3 of Figure 4.2. The produced AGT (as shown in area 4 of the figure)

enumerates all possible paths from the initial state to the goal state in which the attacker has the

necessary privilege (pthre t) to accomplish the detection point event. It is here assumed that the

attacker has no physical access to the machine, and hence, the attacks are launched remotely.
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state-based model of the power-grid in an online manner. At any
time instance, SOCCA estimates the current security state using
the generated model and the set of cyber intrusion detection
sensor alerts. Using a new cyber-physical security index and
cyber-physical state notion, SOCCA measures the criticality
level of each system state and produces a ranked list of potential
cyber and/or physical contingencies that need to be addressed.
The proposed framework does not require any additionalmea-

surements than those already present in modern control centers
and does not impose additional communication requirements.
Specifically, cyber intrusion detection systems are already in use
inmodern control networks, and the sensor alerts from those sys-
tems are typically available from a network security event man-
ager (SEM) used to aggregate and manage security alerts. Sim-
ilarly, the needed power system state information is available
from the energy management system (EMS).
The contributions of this paper are threefold:
• Cyber-physical system formalism and automated model
generation: We propose a new formulation of cyber-phys-
ical failures and compromises and an algorithm to auto-
matically generate the corresponding models.

• Cyber-physical security index for the power grid infra-
structures: We present a novel and scalable security index
for power grid contingency screening.

• Cyber-aware contingency analysis: We present a frame-
work for power grid contingency screening that uses the
security index to determine impact and criticality for each
state and then ranks contingencies that could be caused by
cyber attacks.

SOCCA is not designed to replace the traditional power
system contingency analysis solutions, which analyze acci-
dental failures that could occur at any part of the power system
due to natural causes. Instead, SOCCA presents a complemen-
tary framework that concentrates on potential contingencies
due to remote malicious attacks.
This paper is organized as follows. Section II reviews the

high-level architecture of the SOCCA framework and how its
components are logically interconnected. Section III discusses
how SOCCA models various security incidents and their po-
tential correlations. Section IV presents how the cyber-phys-
ical model probabilistically determines the current state given
the real-time sensory information. Section V describes the way
SOCCA explores and analyzes potential cyber-physical contin-
gencies according to the current cyber-physical state estimate
and provides a risk-based ranked list.

II. BACKGROUND

Power systemmodeling is used extensively in grid operations.
The most common types of models used are steady state power
flow models and sensitivities. These models are used to monitor
the state of the system and predict the effects of changes.
Steady state power systemmodeling consists of enforcing the

conservation of power. Given a set of power injections andwith-
drawals, the power flow finds the set of voltages and angles that
satisfy power balance. The system state may be written as

(1)

where is a vector of voltages, is a vector of voltage angles.
The vector of real power loads is and the vector of reac-
tive power loads is . Since generator outputs are controllable
(within limits), they are collected separately in a vector of con-
trols, .
The power flow problem can now be written as

(2)

where is a complex vector representing the injec-
tion at each node in the system. The function represents
the system model. It encapsulates factors like line impedances
and system topology. Breaking into real and reactive
parts gives

(3)

(4)

These equations represent the nonlinear problem that is com-
monly called the power flow in power systems literature. The
power flow is at the heart of most power systems analysis. It
provides the basis for many tools and sensitives that are used to
predict the state of the system in the event of an outage.
Because the power flow is a non-linear problem, it is typ-

ically solved using the Newton-Raphson method, an iterative
technique that requires multiple evaluations and factorizations
of a large sparse matrix of sensitivities, the Jacobian matrix .
The repeated factorizations can be a time consuming process,
so more efficient approximate methods have been developed.
These methods involve applying assumptions to the power flow
equations to arrive at a simplified system model [9].
A commonly used simplification reduces the power flow to

a linear problem, commonly called the DC power flow in the
power system literature [3]. A constant matrix relates system
angles and power injections. The DC power flow is the basis
for many sensitivities. For example, power transfer distribution
factors (PTDFs) estimate the changes in flow due to a transfer
across the power system, and line outage distribution factors
(LODFs) estimate the changes in flow on a line caused by the
outage of another line [3]. PTDFs and LODFs are frequently
used to predict the state of the system after an outage [10],
[11]. There are also efficient extensions of LODFs to calculate
changes in flow due to multiple outages [12].

III. CYBER-PHYSICAL SYSTEM SECURITY FORMALISM

In this section, we explain how we model power grid se-
curity attacks using a stochastic Markovian mechanism, and
how models are automatically generated given the power grid
cyber-physical topology.

A. Cyber-Physical State Notion

Before discussing how the current state of the power grid will
be represented in SOCCA, a concise cyber-physical state notion
needs to be defined. The security state, , is the set of privileges
that an adversary (or group of adversaries) has obtained out of
the domain of possible privileges, , which encompasses all
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Fig. 1. A power system control network and its corresponding MDP.

edge . The transition created is labeled with the appropriate
success rate (transition probability) from the connectivity ma-
trix. The MDP’s current state in the algorithm is then updated
to the latter state, and the algorithm proceeds until no further
updates to the MDP are possible according to the connectivity
matrix. Fig. 1 shows a simplified power network with vulner-
abilities and its corresponding MDP model. Connectivity ma-
trix elements are denoted as red arrows among pairs of network
component.
It is noteworthy that SOCCA’s MDP generation engine takes

the known system vulnerabilities into consideration while gen-
erating the models. To address possible vulnerabilities targeted
by zero-day attacks, the engine can incorporate those vulnerabil-
ities to facilitate worst-case system contingency analysis. Addi-
tionally, the algorithm can handle generation ofMDPmodels for
systems where an adversary or group of adversaries starts from
the Internet and can penetrate into the network from different
vulnerable entry points. Several attackers would be modeled as
a single “more powerful” attacker who can penetrate from any
of those entry points.
Finally, SOCCA enhances the MDP model to also consider

power contingencies using the power grid topology input that
encodes the cyber-power interconnections, i.e., which power
components are controlled by a particular host. In particular,
considering everyMDP state and the attacker’s privileges in that
state, SOCCA determines whether any malicious power contin-
gency could occur and creates the required states and transitions
accordingly. Those transitions will have the success rates of 1.0,
because once the attacker gains the required privileges, he or she
can cause a power contingency, by directly sending the corre-
sponding command and without exploiting a vulnerability.

IV. CYBER-PHYSICAL SECURITY INDEX

SOCCA uses a new power grid security index to evaluate the
security level of each MDP state. The proposed index takes into
consideration the severity of the potential malicious physical
consequences (i.e. percentage of line overload) and the diffi-
culty to penetrate into the power network. In particular, using a
defense-centric metric, SOCCA measures how susceptible the
power system is to cyber attack induced contingencies, e.g., line
outages, at every MDP state. As explained in the previous sec-
tion, states capture the set of contingencies that can occur due

to malicious actions. Then, SOCCA makes use of an adver-
sary-driven metric to quantify how the attackers can obtain the
required privileges to cause those physical contingencies. Note
that the physical contingencies considered here are steady-state
contingencies. Although not discussed, SOCCA could poten-
tially be modified to study transient contingencies as well.
Here, to measure the power system’s susceptibility to cyber

attack induced contingencies (e.g., line outages) for each state,
SOCCA updates the admittancematrix according to the line out-
ages encoded in that state, and solves the AC power flow equa-
tions using the iterative Newton-Raphson algorithm to calculate
the line flows. Alternatively, an approximate DC model may be
used, requiring only a linear solution, but potentially sacrificing
detail [16]. SOCCA estimates the susceptibility degree using a
modified version of the performance index [12] that assigns 0
to a state if there are no line flow violations and a positive value
otherwise, computed using the following equation:

(5)

Here, is the set of all lines, denotes flow on line in
state , and denotes the maximum flow allowed on
line . In the event that a power flow fails to converge, a severe
physical impact can be assumed which justifies setting to
a large number, the outage severity. The outage severity should
be much larger than any of the line severity measures.
To calculate the overall cyber-physical security index for

each state , SOCCA uses the above power system
performance index in the following dynamic programming
equation:

(6)
where (as the MDP’s value function) is formulated
as a function of difficulty levels of various cyber attack paths

and their physical impact .
To solve (6), SOCCA implements the value iteration algorithm.
As formulated, proximity of the attacker to a physical compo-
nent, existence of easy-to-traverse attack paths, and high final
physical impacts of the attacks improve the fitness of a system
state from the point of view of the adversary.

V. CONTINGENCY SCREENING

Algorithm 1 shows the pseudo-code for the algorithm that
SOCCA employs to evaluate and rank individual cyber-phys-
ical contingencies. Briefly, SOCCA calculates an ordered list of
single contingencies first, and investigates multiple contingen-
cies ordered by adversarial preferences until either all the con-
tingencies are analyzed or a predefined deadline has passed.
The cyber-physical contingency selection algorithm receives

the generatedMDP, the current state of the power grid and a hard
deadline for the online analysis, and returns the contingency list
(Algorithm 1). SOCCA starts off with initializing a temporal
buffer list and a FIFO (first in, first out) queue (Lines 1, 2). Each
state is assigned an initial color value (white, indicating the state
has not yet been checked), as well as the corresponding physical
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Figure 2.3: Attack Response Tree
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Figure 2.2: Node Decomposition in ART

an OR gate, where occurrence of any one of the sub-consequences will result in the abstract con-

sequence. For a gate, the underlying sub-consequence(s) and the resulting abstract consequence

are called input(s) and output, respectively. Being at the lowest level of abstraction in the attack-

response tree structure, every leaf node consequence l ∈ L is mapped to (reported by) its related

subset of IDS alerts Ol ⊆ O, each of which represents a specific vulnerability exploitation attempt

by the attacker.

Some of the consequence nodes in an ART graph are tagged by response boxes that represent

countermeasure (response) actions m ∈M against the consequences to which they are connected.

Table 2.1 illustrates different classes of response actions that might be applicable to a consequence,

depending on the type of consequence and the involved assets. Figure 2.2 illustrates how a sample

abstract consequence node (output), i.e., an unavailable web service, is decomposed into two sub-

consequences (inputs) using an OR gate; this means that the web service becomes unavailable if

either the web server is compromised or the domain name server is corrupted. Furthermore, if a

web service is unavailable due to the compromised web server, the response engine can switch to

the secondary web server. Figure 2.3 shows how a typical ART would finally look.

For every ART graph, a major goal is to probabilistically verify whether the security property

specified by ART’s root node has been violated, given the sequence of 1) the received alerts, and

2) the successfully taken response actions. Boolean values are assigned to all nodes in the attack-

response tree. Each leaf node consequence l ∈ L is initially 0, and is set to 1 once any alert ol from

its corresponding alert set Ol ⊆O (defined earlier) is received from the IDS. These values for other

17
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Security Response

Stuxnet’s s7otbxdx.dll file contains all 
potential exports of the original .dll file 
– a maximum of 109 – which allows it to 
handle all the same requests. The major-
ity of these exports are simply forwarded 
to the real .dll file, now called s7otbxsx.
dll, and nothing untoward happens. In 
fact, 93 of the original 109 exports are 
dealt with in this manner. The trick, how-
ever, lies in the 16 exports that are not 
simply forwarded but are instead inter-
cepted by the custom .dll file. The inter-
cepted exports are the routines to read, 
write, and enumerate code blocks on the 
PLC, among others. By intercepting these 
requests, Stuxnet is able to modify the 
data sent to or returned from the PLC 
without the operator of the PLC realizing 
it. It is also through these routines that 
Stuxnet is able to hide the malicious code 
that is on the PLC.

The following are the most common 
types of blocks used by a PLC:

Data Blocks (DB) contain program-spe-
cific data, such as numbers, structures, 
and so on.
System Data Blocks (SDB) contain information about how the PLC is configured. They are created depending 
on the number and type of hardware modules that are connected to the PLC.
Organization Blocks (OB) are the entry point of programs. They are executed cyclically by the CPU. In regards 
to Stuxnet, two notable OBs are:

OB1 is the main entry-point of the PLC program. It is executed cyclically, without specific time requirements.
OB35 is a standard watchdog Organization Block, executed by the system every 100 ms. This function may 
contain any logic that needs to monitor critical input in order to respond immediately or perform functions 
in a time critical manner.

Function Blocks (FC) are standard code blocks. They contain the code to be executed by the PLC. Generally, the 
OB1 block references at least one FC block.

The infection process
Stuxnet infects PLC with different code depending on the characteristics of the target system. An infection se-
quence consists of code blocks and data blocks that will be injected into the PLC to alter its behavior. The threat 
contains three main infection sequences. Two of these sequences are very similar, and functionally equivalent. 
These two sequences are dubbed A and B. The third sequence is dubbed sequence C.

Initially, if the DLL is running inside the ccrtsloader.exe file, the malicious s7otbxdx.dll starts two threads respon-
sible for infecting a specific type of PLC:

The first thread runs an infection routine every 15 minutes. The targeted PLC information has previously been 
collected by the hooked exports, mainly s7db_open(). This infection routine specifically targets CPUs 6ES7-
315-2 (series 300) with special SDB characteristics. The sequence of infection is A or B.
The second thread regularly queries PLC for a specific block that was injected by the first thread if the infec-
tion process succeeded. This block is customized, and it impacts the way sequences A or B run on the infected 
PLC.

Finally, the injection of sequence C appears disabled or was only partially completed. Sequence C can be written 
only to the 6ES7-417 family, not the 6ES7-315-2 family mentioned above.

 Figure 23

Communication with malicious version of s7otbxdx.dll
Real-‐World	  Example	  

•  Stuxnet*	  
–  Compromises	  HMI	  server	  	  

(4	  zero-‐day	  exploits)	  
–  Intercepts	  the	  PLC	  code	  upload	  
–  Uploads	  malicious	  controller	  

code	  on	  PLC	  instead	  
–  Replays	  a	  normal	  operaEonal	  

status	  on	  HMI	  screen	  
W32.Stuxnet Dossier
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Security Response

The concentration of infections in Iran likely indicates that this was the initial target for infections and was 
where infections were initially seeded. While Stuxnet is a targeted threat, the use of a variety of propagation 
techniques (which will be discussed later) has meant that Stuxnet has spread beyond the initial target. These 
additional infections are likely to be “collateral damage”—unintentional side-effects of the promiscuous initial 
propagation methodology utilized by Stuxent. While infection rates will likely drop as users patch their comput-
ers against the vulnerabilities used for propagation, worms of this nature typically continue to be able to propa-
gate via unsecured and unpatched computers.

By February 2011, we had gathered 3,280 unique samples representing three different variants. As described in 
the Configuration Data Block section, Stuxnet records a timestamp, along with other system information, within 
itself each time a new infection occurs. Thus, each sample has a history of every computer that was infected, 
including the first infection. Using this data, we are able to determine:

Stuxnet was a targeted attack on five different organizations, based on the recorded computer domain name.
12,000 infections can be traced back to these 5 organizations
Three organizations were targeted once, one was targeted twice, and another was targeted three times.

Domain A was targeted twice (Jun 2009 and Apr 2010).
The same computer appears to have been infected each time.

Domain B was targeted three times (Jun 2009, Mar 2010, and May 2010).
Domain C was targeted once (Jul 2009).
Domain D was targeted once (Jul 2009).
Domain E appears to have been targeted once (May 2010), but had three initial infections. (I.e., the same 
initially infected USB key was inserted into three different computers.)
12,000 infections originated from these initial 10 infections.

1,800 different domain names were recorded.
Organizations were targeted in June 2009, July 2009, March 2010, April 2010, and May 2010.
All targeted organizations have a presence in Iran.
The shortest span between compile time and initial infection was 12 hours.
The longest span between compile time and initial infection was 28 days.
The average span between compile time and initial infection was 19 days.
The median span between compile time and initial infection was 26 days.

Note any timing information could be incorrect due to time zones or incorrectly set system times. 

 Figure 5

Rate of Stuxnet infection of new IPs by Country

10	  *	  N.	  Falliere,	  L.	  Murchu,	  and	  E.	  Chien,	  	  
W32.Stuxnet	  Dossier,	  Symantec,	  2011.	  
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Security Response

Modifying PLCs
Resource 208 is dropped by export #17 and is a malicious replacement for Simatic’s s7otbxdx.dll file.

First, it’s worth remembering that the end goal of Stuxnet is to infect specific types of Simatic programmable 
logic controller (PLC) devices. PLC devices are loaded with blocks of code and data written using a variety of 
languages, such as STL or SCL. The compiled code is an assembly called MC7. These blocks are then run by 
the PLC, in order to execute, control, and monitor an industrial process.

The original s7otbxdx.dll is responsible for handling PLC block exchange between the programming device 
(i.e., a computer running a Simatic manager on Windows) and the PLC. By replacing this .dll file with its own, 
Stuxnet is able to perform the following actions:

Monitor PLC blocks being written to and read from the PLC.
Infect a PLC by inserting its own blocks and replacing or infecting existing blocks.
Mask the fact that a PLC is infected.

Simatic PLC 101
To access a PLC, specific 
software needs to be in-
stalled. Stuxnet specifically 
targets the WinCC/Step 7 
software.

With this software installed, 
the programmer can con-
nect to the PLC with a data 
cable and access the mem-
ory contents, reconfigure it, 
download a program onto it, 
or debug previously loaded 
code. Once the PLC has been 
configured and programmed, 
the Windows computer can 
be disconnected and the PLC 
will function by itself. To give 
you an idea of what this looks 
like, figure 20 is a photo of 
some basic test equipment.

 Figure 19

PLC and Step7 

 Figure 20

Test equipment



Programmable	  Logic	  Controller	  

•  MIMO	  digital	  reprogrammable	  computer	  
–  Input	  sensors,	  output	  controls	  

•  Industrial	  control	  automa0on:	  electromechanical	  processes	  
–  Assembly	  lines,	  nuclear	  plants,	  	  
–  Substa0ons:	  interlocking,	  load	  management,	  	  

generaEon	  control	  
•  Simple	  programming	  languages	  

–  Ladder	  logic,	  funcEon	  blocks	  
•  Hard	  real-‐0me	  system	  

–  outputs	  in	  bounded	  Eme	  	  

•  Cyclic	  IO	  scans:	  reading	  inputs	  	  
and	  updaEng	  output	  wires	  
–  Several	  Emes	  per	  second	  
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Programmable controllers 
PLC programming 
 

 



AdapEve	  Cyber-‐Physical	  Malware	  

12	  

CPU	  

Inputs	  

Outputs	  
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DemonstraEon	  of	  a	  Cyber-‐Physical	  	  
Malware	  Against	  PLC	  Devices	  



Problem	  DefiniEon	  

•  Given	  
– A	  programmable	  logic	  controller	  code	  
– The	  infrastructural	  security/safety	  requirements	  

•  Formally,	  as	  linear	  temporal	  logic	  expressions	  

•  Goal	  
– A	  minimal	  TCB	  that	  determines	  whether	  the	  code	  
is	  malicious	  
•  Can	  it	  violate	  any	  safety/security	  requirement?	  

14	  



Threat	  Model	  &	  SoluEon	  Overview	  
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InstrucEon	  List	  
•  FuncEon	  blocks	  

–  Discrete	  execuEon	  segments;	  local	  
memory	  

•  Timers	  
–  Edge-‐sensiEve	  hardware	  Boolean	  value	  

•  Counters	  
–  To	  count	  incidents,	  e.g.,	  input	  wire	  high	  

signals	  
•  Master	  Control	  Relays	  

–  ParEal	  PLC	  “reset”	  for	  emergency	  cases	  
•  Data	  Blocks	  

–  Persistent	  storage	  for	  conf.	  info.,	  and	  
funcEon	  arguments	  

•  Edge	  DetecEon	  	  
–  Certain	  instrucEons	  execute	  if	  a	  specific	  

memory	  goes	  to	  high	  

Timer Instructions 

 Statement List (STL) for S7-300 and S7-400 Programming 
12-12 A5E00706960-01 

12.7 SP    Pulse Timer 

Format  
SP <timer>  

 
Address Data type Memory area Description 

<timer> TIMER T Timer number, range depends on 
CPU 

Description of instruction  
SP <timer> starts the addressed timer when the RLO transitions from "0" to "1". The 
programmed time elapses as long as RLO = 1. The timer is stopped if RLO 
transitions to "0" before the programmed time interval has expired. This timer start 
command expects the time value and the time base to be stored as a BCD number in 
ACCU 1-L. 

See also Location of a Timer in Memory and Components of a Timer. 

Status word  
 
 BIE A1 A0 OV OS OR STA VKE /ER 

writes: - - - - - 0 - - 0 

 

Example  
 

STL Explanation 
A I 2.0  
FR T1 //Enable timer T1. 
A I 2.1  
L S5T#10s //Preset 10 seconds into ACCU 1. 
SP T1 //Start timer T1 as a pulse timer. 
A I 2.2  
R T1 //Reset timer T1. 
A T1 //Check signal state of timer T1. 
= Q 4.0  
L T1  //Load current time value of timer T1 as binary. 
T MW10  
LC T1  //Load current time value of timer T1 as BCD. 
T MW12  
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 Timer Instructions 

Statement List (STL) for S7-300 and S7-400 Programming 
A5E00706960-01 12-13 

I 2.0

I 2.1

I 2.2

Q 4.0

   

 

t = programmed time interval

t

Enable input

Start input

Reset input

Timer

Output

Load timer: L, LC

 

 



InstrucEon	  List	  

•  Lack	  of	  high-‐level	  languages	  
– TradiEonally	  using	  assembly	  language	  or	  graphical	  
relay	  ladder	  logic	  à	  binary	  analysis	  

•  Hierarchical	  addresses	  
– Not	  just	  integers!	  Prefixed	  namespace	  qualifiers	  
– Siemens/Allen-‐Bradley	  has	  1/3	  qualifiers	  	  

•  MulE-‐indexed	  memory	  
– MulEple-‐size	  memory:	  addressing	  word-‐	  byte-‐	  and	  
bit-‐level	  	  

17	  



InstrucEon	  List	  Intermediate	  Language	  

•  Direct	  IL	  analysis	  is	  difficult	  
–  IL	  syntax/semanEcs	  vary	  
widely	  by	  vendor	  

–  IL	  instrucEons	  have	  side	  
affects	  obscuring	  certain	  
control	  flows	  

•  ILIL:	  based	  on	  the	  Vine	  
intermediate	  language	  
–  Memory,	  register	  and	  
address	  types	  

9

prog ::= inst⇤fun⇤

fun ::= ident(var){inst⇤}
inst ::= cjmp e,e,e | jmp e | label ident | ident := e

| call ident(var=e) | ret | assert e
e ::= load(ident,addr) | store(ident,addr,int) | e binop e

| unop e | var | val | (e)
binop ::= +,�,⇤,/,mod,&,&&,<<,. . . (And signed versions.)
unop ::= � (Negate),⇠ (Bitwise), ! (Boolean)

var ::= ident (: t)
val ::= mem | addr | int (: t)

mem ::= {addr 7! int, addr 7! int, . . .}
addr ::= [int :: int :: . . . ]

t ::= reg1_t . . .reg64_t | mem_t(int) | addr_t

Figure 2: Simplified ILIL Grammar.

operating system’s interrupt vector. OBs are implemented in top-
level code. Second, on some architectures, OBs make additional
calls to function blocks. For each function call, additional ILIL
code is generated to handle the parameter passing.

ILIL uses the two basic Vine types registers and memories. A
single register variable is used to represent each CPU register in a
particular PLC architecture. They are implemented as bit vectors
of size 1, 8, 16, 32, and 64 bits. Memories are implemented differ-
ently than in Vine. ILIL Memories are mappings from hierarchical
addresses (See next paragraph.) to integers. Memory loads return
the integer for a given address. Memory stores return a new copy
of the memory with the specified location modified.

In addition to registers and memories, ILIL adds a third type,
addresses. In Vine, memories are mappings from integers to in-
tegers. This is reasonable as most architectures use 32- or 64-bit
address registers. This is not sufficient for PLCs which use hier-
archical addresses. A hierarchical address has several namespace
qualifiers before the actual byte or bit address. For example, in
Siemens PLCs, addresses have a single namespace qualifier called
a memory area. In Allen Bradley, there are three: rack, group, and
slot. ILIL addresses are essentially integer lists where the leftmost
n entries represent the n namespace qualifiers. We also extend the
memory type to include n. Thus, the ILIL statement:

9

mem := {} : mem_t(1);

initializes an empty memory with a single namespace qualifier. In
some cases, all or part of an address will be stored in memory.
To handle loads and stores of hierarchical addresses, we extend
the Vine cast expression to convert addresses to byte sequences.
Note that the number of namespace qualifiers prefixing an address
is architecturally fixed, so the number of types is finite.

ILIL instructions have no side effects, making all control flows
explicit. As an example, Figure 3 shows the lifted version of the IL
instructions:

9

A I 0.5 ;; And input bit 5

= Q 0.1 ;; Store at output bit 1

0. // Initialize PLC state.
1. mem := {} : mem_t(1); // Main memory.
2. I := 0; // Input memory qualifier.
3. Q := 1; // Output memory qualifier.
4. RLO := 1 : reg1_t; // Boolean accumulator.
5. FC := 0 : reg1_t; // System status registers.
6. STA := 0 : reg1_t;
7. ...
8.
9. // A I 0.5

10. STA := load(mem, [I::0::0::0::5]);
11. cjmp FC == 0 : reg1_t,L1,L2;
12. label L1;
13. RLO := STA;
14. label L2;
15. RLO := RLO && STA;
16. FC := 1 : reg1_t; // Side effects.
17. ...
18.
19. // = Q 0.1
20. STA := RLO;
21. mem := store(mem, [Q::0::0::0::1], RLO);
22. FC := 0 : reg1_t; // Side effects.
23. ...

Figure 3: ILIL Code example (IL in Comments).

First, the machine state is configured to have a single main memory
and two memory areas for input and output. Part of the definition of
the system status word is also shown. The And instruction consists
of three parts. The operand is loaded from memory, combined with
an accumulator, and one or more status words are updated. The ad-
dress [I::0::0::0::5] is read, “memory area I, dword 0, word
0, byte 0, bit 5.” This convention of listing offsets of different sizes
allows us to canonically address multi-indexed memories.

The PLC features from Section 2.1, as well as several other is-
sues, are handled by IL to ILIL translation as follows.

Timers. For each timer, an unused memory address is allocated.
During symbolic execution, an attempt to check the timer value
at this address will generate a fresh symbol. In the model check-
ing step, this symbol will be nondeterministic, i.e., it will cause
both paths to be explored if used in a branch condition. A simi-
lar approach was used by SABOT [16], though our semantics are
more flexible in allowing for the case where the timer value changes
within a scan cycle, not just between them.

Counters. Counters are implemented in a straightforward manner.
For each counter, a memory word is allocated to handle the cur-
rent value. ILIL instructions are added to check if the counter’s
condition has transitioned from low to high each time a counter
instruction is executed. Once the counter reaches a preset value, at-
tempts to access its address in the counter memory area will return
the concrete value true.

Master Control Relays. When an MCR section is reached, a con-
ditional branch is generated depending on the MCR status bit. The
false branch contains the original code, and the true branch con-
tains code that modifies instruction results. While the semantics
differ by architecture, typically numerical and Boolean instructions
all output 0 or false when the MCR is active.

Data Blocks. Data blocks are implemented using the hierarchi-
cal address type. When a program opens a data block, a names-
pace qualifier is created with the index of that data block, e.g.,
DB3. When an access is made into the datablock, the address is
prepended with the qualifier, e.g.„ [DB3::20::1] for word 41.
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InstrucEon	  List	  Intermediate	  Language	  

•  ILIL	  instrucEons	  have	  no	  side	  
affect:	  all	  control	  flows	  are	  explicit	  

•  More	  ILIL	  instrucEons	  inserted	  to	  
check	  for	  
–  	  the	  counter	  condiEon	  
–  MCR	  status	  bit	  
–  Data	  block	  creaEon/access	  
–  Edge	  detecEon	  

•  Flow	  sensiEve	  opEmizaEon	  
–  Extra	  control	  flows	  are	  added	  only	  if	  

their	  results	  are	  used	  later	  in	  the	  
code	  

9

prog ::= inst⇤fun⇤

fun ::= ident(var){inst⇤}
inst ::= cjmp e,e,e | jmp e | label ident | ident := e

| call ident(var=e) | ret | assert e
e ::= load(ident,addr) | store(ident,addr,int) | e binop e

| unop e | var | val | (e)
binop ::= +,�,⇤,/,mod,&,&&,<<,. . . (And signed versions.)
unop ::= � (Negate),⇠ (Bitwise), ! (Boolean)

var ::= ident (: t)
val ::= mem | addr | int (: t)

mem ::= {addr 7! int, addr 7! int, . . .}
addr ::= [int :: int :: . . . ]

t ::= reg1_t . . .reg64_t | mem_t(int) | addr_t

Figure 2: Simplified ILIL Grammar.

operating system’s interrupt vector. OBs are implemented in top-
level code. Second, on some architectures, OBs make additional
calls to function blocks. For each function call, additional ILIL
code is generated to handle the parameter passing.

ILIL uses the two basic Vine types registers and memories. A
single register variable is used to represent each CPU register in a
particular PLC architecture. They are implemented as bit vectors
of size 1, 8, 16, 32, and 64 bits. Memories are implemented differ-
ently than in Vine. ILIL Memories are mappings from hierarchical
addresses (See next paragraph.) to integers. Memory loads return
the integer for a given address. Memory stores return a new copy
of the memory with the specified location modified.

In addition to registers and memories, ILIL adds a third type,
addresses. In Vine, memories are mappings from integers to in-
tegers. This is reasonable as most architectures use 32- or 64-bit
address registers. This is not sufficient for PLCs which use hier-
archical addresses. A hierarchical address has several namespace
qualifiers before the actual byte or bit address. For example, in
Siemens PLCs, addresses have a single namespace qualifier called
a memory area. In Allen Bradley, there are three: rack, group, and
slot. ILIL addresses are essentially integer lists where the leftmost
n entries represent the n namespace qualifiers. We also extend the
memory type to include n. Thus, the ILIL statement:

9

mem := {} : mem_t(1);

initializes an empty memory with a single namespace qualifier. In
some cases, all or part of an address will be stored in memory.
To handle loads and stores of hierarchical addresses, we extend
the Vine cast expression to convert addresses to byte sequences.
Note that the number of namespace qualifiers prefixing an address
is architecturally fixed, so the number of types is finite.

ILIL instructions have no side effects, making all control flows
explicit. As an example, Figure 3 shows the lifted version of the IL
instructions:

9

A I 0.5 ;; And input bit 5

= Q 0.1 ;; Store at output bit 1

0. // Initialize PLC state.
1. mem := {} : mem_t(1); // Main memory.
2. I := 0; // Input memory qualifier.
3. Q := 1; // Output memory qualifier.
4. RLO := 1 : reg1_t; // Boolean accumulator.
5. FC := 0 : reg1_t; // System status registers.
6. STA := 0 : reg1_t;
7. ...
8.
9. // A I 0.5

10. STA := load(mem, [I::0::0::0::5]);
11. cjmp FC == 0 : reg1_t,L1,L2;
12. label L1;
13. RLO := STA;
14. label L2;
15. RLO := RLO && STA;
16. FC := 1 : reg1_t; // Side effects.
17. ...
18.
19. // = Q 0.1
20. STA := RLO;
21. mem := store(mem, [Q::0::0::0::1], RLO);
22. FC := 0 : reg1_t; // Side effects.
23. ...

Figure 3: ILIL Code example (IL in Comments).

First, the machine state is configured to have a single main memory
and two memory areas for input and output. Part of the definition of
the system status word is also shown. The And instruction consists
of three parts. The operand is loaded from memory, combined with
an accumulator, and one or more status words are updated. The ad-
dress [I::0::0::0::5] is read, “memory area I, dword 0, word
0, byte 0, bit 5.” This convention of listing offsets of different sizes
allows us to canonically address multi-indexed memories.

The PLC features from Section 2.1, as well as several other is-
sues, are handled by IL to ILIL translation as follows.

Timers. For each timer, an unused memory address is allocated.
During symbolic execution, an attempt to check the timer value
at this address will generate a fresh symbol. In the model check-
ing step, this symbol will be nondeterministic, i.e., it will cause
both paths to be explored if used in a branch condition. A simi-
lar approach was used by SABOT [16], though our semantics are
more flexible in allowing for the case where the timer value changes
within a scan cycle, not just between them.

Counters. Counters are implemented in a straightforward manner.
For each counter, a memory word is allocated to handle the cur-
rent value. ILIL instructions are added to check if the counter’s
condition has transitioned from low to high each time a counter
instruction is executed. Once the counter reaches a preset value, at-
tempts to access its address in the counter memory area will return
the concrete value true.

Master Control Relays. When an MCR section is reached, a con-
ditional branch is generated depending on the MCR status bit. The
false branch contains the original code, and the true branch con-
tains code that modifies instruction results. While the semantics
differ by architecture, typically numerical and Boolean instructions
all output 0 or false when the MCR is active.

Data Blocks. Data blocks are implemented using the hierarchi-
cal address type. When a program opens a data block, a names-
pace qualifier is created with the index of that data block, e.g.,
DB3. When an access is made into the datablock, the address is
prepended with the qualifier, e.g.„ [DB3::20::1] for word 41.
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9

prog ::= inst⇤fun⇤

fun ::= ident(var){inst⇤}
inst ::= cjmp e,e,e | jmp e | label ident | ident := e

| call ident(var=e) | ret | assert e
e ::= load(ident,addr) | store(ident,addr,int) | e binop e

| unop e | var | val | (e)
binop ::= +,�,⇤,/,mod,&,&&,<<,. . . (And signed versions.)
unop ::= � (Negate),⇠ (Bitwise), ! (Boolean)

var ::= ident (: t)
val ::= mem | addr | int (: t)

mem ::= {addr 7! int, addr 7! int, . . .}
addr ::= [int :: int :: . . . ]

t ::= reg1_t . . .reg64_t | mem_t(int) | addr_t

Figure 2: Simplified ILIL Grammar.

operating system’s interrupt vector. OBs are implemented in top-
level code. Second, on some architectures, OBs make additional
calls to function blocks. For each function call, additional ILIL
code is generated to handle the parameter passing.

ILIL uses the two basic Vine types registers and memories. A
single register variable is used to represent each CPU register in a
particular PLC architecture. They are implemented as bit vectors
of size 1, 8, 16, 32, and 64 bits. Memories are implemented differ-
ently than in Vine. ILIL Memories are mappings from hierarchical
addresses (See next paragraph.) to integers. Memory loads return
the integer for a given address. Memory stores return a new copy
of the memory with the specified location modified.

In addition to registers and memories, ILIL adds a third type,
addresses. In Vine, memories are mappings from integers to in-
tegers. This is reasonable as most architectures use 32- or 64-bit
address registers. This is not sufficient for PLCs which use hier-
archical addresses. A hierarchical address has several namespace
qualifiers before the actual byte or bit address. For example, in
Siemens PLCs, addresses have a single namespace qualifier called
a memory area. In Allen Bradley, there are three: rack, group, and
slot. ILIL addresses are essentially integer lists where the leftmost
n entries represent the n namespace qualifiers. We also extend the
memory type to include n. Thus, the ILIL statement:

9

mem := {} : mem_t(1);

initializes an empty memory with a single namespace qualifier. In
some cases, all or part of an address will be stored in memory.
To handle loads and stores of hierarchical addresses, we extend
the Vine cast expression to convert addresses to byte sequences.
Note that the number of namespace qualifiers prefixing an address
is architecturally fixed, so the number of types is finite.

ILIL instructions have no side effects, making all control flows
explicit. As an example, Figure 3 shows the lifted version of the IL
instructions:

9

A I 0.5 ;; And input bit 5

= Q 0.1 ;; Store at output bit 1

0. // Initialize PLC state.
1. mem := {} : mem_t(1); // Main memory.
2. I := 0; // Input memory qualifier.
3. Q := 1; // Output memory qualifier.
4. RLO := 1 : reg1_t; // Boolean accumulator.
5. FC := 0 : reg1_t; // System status registers.
6. STA := 0 : reg1_t;
7. ...
8.
9. // A I 0.5

10. STA := load(mem, [I::0::0::0::5]);
11. cjmp FC == 0 : reg1_t,L1,L2;
12. label L1;
13. RLO := STA;
14. label L2;
15. RLO := RLO && STA;
16. FC := 1 : reg1_t; // Side effects.
17. ...
18.
19. // = Q 0.1
20. STA := RLO;
21. mem := store(mem, [Q::0::0::0::1], RLO);
22. FC := 0 : reg1_t; // Side effects.
23. ...

Figure 3: ILIL Code example (IL in Comments).

First, the machine state is configured to have a single main memory
and two memory areas for input and output. Part of the definition of
the system status word is also shown. The And instruction consists
of three parts. The operand is loaded from memory, combined with
an accumulator, and one or more status words are updated. The ad-
dress [I::0::0::0::5] is read, “memory area I, dword 0, word
0, byte 0, bit 5.” This convention of listing offsets of different sizes
allows us to canonically address multi-indexed memories.

The PLC features from Section 2.1, as well as several other is-
sues, are handled by IL to ILIL translation as follows.

Timers. For each timer, an unused memory address is allocated.
During symbolic execution, an attempt to check the timer value
at this address will generate a fresh symbol. In the model check-
ing step, this symbol will be nondeterministic, i.e., it will cause
both paths to be explored if used in a branch condition. A simi-
lar approach was used by SABOT [16], though our semantics are
more flexible in allowing for the case where the timer value changes
within a scan cycle, not just between them.

Counters. Counters are implemented in a straightforward manner.
For each counter, a memory word is allocated to handle the cur-
rent value. ILIL instructions are added to check if the counter’s
condition has transitioned from low to high each time a counter
instruction is executed. Once the counter reaches a preset value, at-
tempts to access its address in the counter memory area will return
the concrete value true.

Master Control Relays. When an MCR section is reached, a con-
ditional branch is generated depending on the MCR status bit. The
false branch contains the original code, and the true branch con-
tains code that modifies instruction results. While the semantics
differ by architecture, typically numerical and Boolean instructions
all output 0 or false when the MCR is active.

Data Blocks. Data blocks are implemented using the hierarchi-
cal address type. When a program opens a data block, a names-
pace qualifier is created with the index of that data block, e.g.,
DB3. When an access is made into the datablock, the address is
prepended with the qualifier, e.g.„ [DB3::20::1] for word 41.

IL	  instrucEons	  

ILIL	  liqed	  instrucEons	  
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Symbolic	  ExecuEon	  
•  Code	  analysis	  technique	  	  

–  track	  symbolic	  values	  e.g.,	  “a”,	  rather	  
than	  concrete	  values,	  e.g.,	  “3”,	  for	  
variables	  

•  Every	  “possible”	  control	  flow	  path	  is	  
explored	  
–  Path	  constraints	  
–  Logical	  constraint	  solving	  

•  Program	  verificaEon	  with	  concrete	  
inputs	  does	  not	  scale	  up	  
–  SE	  “lumps”	  together	  input	  values	  

with	  similar	  symbolic	  outputs	  

Code Segment 
input	  i;	  	  
output	  o;	  
read(“Input?”,	  i);	  
if	  (i<10)	  

	  o	  =	  i+9;	  
else	  

	  o	  =	  i/2;	  
print(“Output:”,	  o);	  
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Control Flow Graph 
	  

Concrete execution 
Input?	  ß	  16	  
Output:	  8	  
	  
Symbolic execution 
Input?	  ß	  ‘a’	  
Output:	  

	  PC	  [a<10	  ]	  à	  a+9	  
	  PC	  [a>=10]	  à	  a/2	  

input	  i;	  	  
output	  o;	  
read(“Input?”,	  i);	  
if	  (i<10)	  

o	  =	  i+9;	   o	  =	  i/2;	  

print(“Output:”,	  o);	  

END	  

Entry	  



ILIL	  Symbolic	  ExecuEon	  
•  Explores	  the	  ILIL	  CFG	  using	  a	  SMT	  solver	  for	  each	  execuEon	  path	  predicate	  

feasibility	  
–  E.g.,	  is	  “(x<10)	  	  &&	  (20<x)”	  saEsfiable?	  

•  Bounded	  loop	  unfolding	  
–  Guaranteed	  correctness	  due	  to	  scan	  cycle	  deadlines	  

•  Indirect	  funcEon	  calls	  w/	  symbolic	  address	  values	  
–  FuncEon	  addr	  resoluEon	  à	  more	  tractable	  jump	  successor	  problem	  

•  Opcode-‐based	  register	  type	  inference	  

•  Produces	  [path	  predicate,	  symbolic	  output]	  
–  Called	  symbolic	  scan	  cycle:	  includes	  all	  execs	  of	  a	  single	  scan	  cycle	  

22	  
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Temporal	  ExecuEon	  Graph	  
•  Symbolic	  outputs	  captures	  a	  

single	  scan	  cycle	  
–  subsequent	  IO	  scans	  are	  treated	  

independently	  	  
–  No	  temporal	  consideraEons,	  e.g.,	  

Emers/counters	  

•  State-‐based	  TEG	  captures	  inter-‐
cycle	  dependencies	  
–  TransiEons	  denote	  new	  cycles	  
–  Each	  state	  store	  symbolic	  memory	  

values	  

•  Symbolic	  values	  include	  input	  
variables	  only	  
–  include	  NO	  internal	  variables	  

Code Segment 
input	  i;	  	  
output	  o;	  
x++;	  //interval	  var.	  
read(“Input?”,	  i);	  
if	  (i<10)	  

	  o	  =	  i+9+x;	  
else	  

	  o	  =	  i/2+x;	  
print(“Output:”,	  o);	  
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OpEmized	  TEG	  GeneraEon	  
•  Path	  feasibility	  checking	  using	  SMT	  solvers	  

•  Internal	  variable	  eliminaEon	  
–  Abstract	  syntax	  sub-‐tree	  replacement	  

•  Minimal	  symbolic	  value	  representaEon	  
–  Expression	  simplificaEon,	  e.g.,	  (x+2+x+1)	  à	  2*x+3	  

•  Minimal	  TEG	  state	  space	  
–  Symbolic	  state	  equivalence	  checks	  	  
–  avoid	  unnecessary	  state	  creaEon	  

•  Recursive	  TEG	  generaEon	  return	  condiEons	  
–  Ideal:	  all	  states	  are	  generated	  
–  Bounded:	  finite	  scan-‐cycle	  exploraEon	  

25	  
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Control	  System	  Security	  Requirements	  
•  Formulate	  the	  requirements	  using	  	  	  

linear	  temporal	  logic	  expressions	  
–  Grammar:	  	  

	  
•  Example	  1	  

–  Relay	  R1	  does	  NOT	  open	  UNTIL	  Generator	  G2	  turns	  on	  
–  Atomic	  proposiEons	  

•  a1:	  “Relay	  R1	  is	  open”	  
•  a2:	  “Generator	  G2	  is	  on”	  

–  LTL	  Spec:	  !a1	  U	  a2	  

•  Example	  2	  
–  Output	  o1	  cannot	  be	  on	  for	  two	  consecuEve	  scan	  cycles	  

•  LTL	  Spec:	  	  G	  (	  o1	  à	  X	  !	  o1	  )	  
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e.g., (a0a1a2), where two subsequent events ai and a j are
represented by symbolic concatenation aia j. Similarly, Sw is
defined to be the set of infinite system traces.

The set of linear temporal logic-based security policies is
inductively defined by the grammar

j ::= true | b | ¬j | j_j | j U j | X j. (1)

For policy description simplicity, like in the related past
literature, Sechduler also makes use of the following three
redundant notations: j ^ y instead of ¬(¬j _¬y), j ! y
instead of ¬j_y, F j instead of true U j, and G j instead
of ¬(true U ¬j).

Furthermore, the semantics of the scheduling security policy
description formalism is defined inductively as follows

w, i ✏ true
w, i ✏ ¬j iff w, i 2 j
w, i ✏ b iff b 2 ai

w, i ✏ j1 _j2 iff w, i ✏ j1 or w, i ✏ j2

w, i ✏ j1U j2 iff 9k � i s.t. w,k ✏ j2

and 8i  l < k s.t. w,k ✏ j1

w, i ✏ X j iff w, i+1 ✏ j
w, i ✏ j iff w,0 ✏ j (2)

where w = a0a1, · · · 2 Sw, and i is an infinite system schedul-
ing trace (sequence of scheduled tasks) and the index of
a particulat task in the sequence, respectively. For a given
temporal security policy predicate j, we define the language
L(j) = {w 2 Sw|w ✏ j} to be the set of all infinite-length
system scheduling traces that comply the predicate j.

Original temporal logic formulation [20] works with the
abovementioned Boolean semantics that determines whether
w ✏ j for a particular predicate j and an infinite word w
holds or not, i.e., true or false. However, in practice, Sechduler
completes the runtime system scheduling security verification
dynamically given a finite prefix u of w. Such a finite prefix
of system scheduling activities may not include sufficient
information to determine whether or not the system-wide
security predicate holds, because two different infinite suffix
traces w0

b b 2 {0,1} of the prefix u may occur in the future,
i.e., w0 = uw0

0 or w1 = uw0
1, that result in different Boolean

values, e.g., w0 ✏ j and w1 2 j. Therefore, Sechduler makes
use of an extended three-valued semantics [2] that assign each
finite prefix u a value of true, false, or inconclusive depending
on the sufficiency of the information within u. Sechduler
determines u ✏ j (or u 2 j) if wi ✏ j (or wi 2 j) holds
for any possible infinite suffix system scheduling trace w0

i.
The assessment value for the remaining cases depends on the
suffix trace values, and hence Sechduler’s evaluation results
in inconclusive and Sechduler waits for the future system
scheduling events to make up its definite mind. In particular
the semantics is defined as follows:

[u ✏ j] =

( true if 8w0
i 2 Sw : uw0

i ✏ j,
false if 8w0

i 2 Sw : uw0
i 2 j,

inconclusive otherwise.
(3)

It is noteworthy that because Sechduler’s objective is to
prevent a particular task execution if its access to CPU
violates a particular policy, during the system-wide scheduling
security verification with a single finite system scheduling
trace, Sechduler has to detect the policy violation as soon
as the finite prefix gives that sufficient information so that

Sechduler can deny the corresponding CPU access. Formally,
Sechduler needs to be able to recognize the minimum-length
informative prefixes.

IV. ONLINE SECURITY PREDICATE GENERATION

Detector-Capability Matrix. During its runtime opera-
tion, Sechduler makes use of a security knowledge-base, so-
called detector-capability matrix, that encodes all the domain
knowledge about the security incidents of interest as well
as the available detection mechanisms and their incident
detection capabilities. The matrix is designed once and can
be reused across different systems. The incidents in the
detector-capability matrix include all possible types of security
incidents (events) ei 2 E of interest that could potentially
occur in the target system. To improve the scalability and
ease of design, each incident type in the database represents
a generic class, e.g. system memory over-usage by a process,
that encompasses all target systems, without mentioning the
specific context like in the following described event The
apache process reads the /etc/shadow file. Sechduler
also stores the set of available host-based intrusion detection
systems di 2 D that may be deployed to detect particular
security incidents within the target system. For each detec-
tion mechanism, Sechduler requires relative accuracy measure
values associated with the detector. The accuracy values for
each detector di are its corresponding false positive Fp(di,e j)
and false negative Fn(di,e j) rates that encode its capability in
detecting a particular security incident e j.

Given the abovementioned information, Sechduler creates
the detector-capability matrix, which indicates the ability of
a given intrusion detection system to detect various incident
types. In particular, the matrix is defined over the Cartesian
product of the incident type set and the set of detectors,
and shows how likely it is that each detection system could
detect the occurrence of a specific incident type. In our
implementations, we have used relative qualitative measure
values. C (or N) means that the detection technique can
always (or never) detect the incident, while L/M/H means
that it can detect the instances of a incident occurrence with
low/medium/high probability. These values are later translated
to their corresponding numeric values by Sechduler as follows:
C(1), H(0.75), M(0.5), L(0.25), N(0).

Policy Selection. The temporal security policies pi 2 P in
Sechduler are written in a specific format such that Sechduler
can parse and process the different segments properly, and are
stored in the policy repository. In particular, the i-th policy is
represented by an XML element with the following attributes:
1) Precondition: The precondition attribute encodes the trig-
gering security incident e(pi) that, if occurred, necessitates
the enforcement of this scheduler temporal security policy;
2) Enforcement threshold: To deal with the uncertainty of
the intrusion detection alerts, the enforcement threshold t(pi)
stores the probability value that if the precondition’s likelihood
in the target system exceeds, Sechduler has to enforce the
policy; and 3) Predicate: The predicate attribute of the policy
stores the main linear temporal logic-based scheduler security
predicate j(pi) that Sechduler needs to load and enforce if the
precondition incident occurs.

During the system’s operation, Sechduler starts the event-
driven policy selection procedure once any intrusion detection
alert (observable) oe j

di
2 Odi , which reports occurrence of

the j-th incident by the i-th intrusion detection system, is
triggered. Sechduler looks up the probability that the alert’s

4



Formal	  VerificaEon	  
•  Check	  whether	  TEG	  could	  violate	  the	  LTL	  Spec	  formula	  

–  Reminder:	  TEG	  represents	  the	  PLC	  controller	  code	  

•  Atomic	  proposiEon	  concreEzaEon	  for	  model	  checking	  
–  each	  TEG	  state	  needs	  to	  have	  assigned	  a	  concrete	  value	  for	  each	  

atomic	  proposiEon	  in	  LTL	  Spec	  
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Fig. 4. Example TEG generation for checking of an LTL property.

where the original IL code assigns the output variable value
depending on the input variable value. After the IL-to-ILIL
conversion, TSV employs the generated TEG graph (for a
single scan cycle) along with the given safety requirement
to determine concrete atomic proposition values. In particular,
each node in the TEG becomes two nodes in the Refined Graph
to model both valuations of proposition a. Consequently, TSV
further abstracts the refined TEG graph to only include the
information that is sufficient for the formal verification phase
(Section V-E).

D. TEG Generation Algorithm

This section describes in details the procedure for TEG
generation (Algorithm 1)3. The main inputs to the algorithm
are i) symbolic scan cycle set ssc, i.e., symbolic execution
outputs that are mappings from path predicates to symbolic
PLC variable values; ii) the safety specification of the under-
lying physical system j, and iii) the termination deadline g
for the TEG generation algorithm. TSV parses the given LTL
safety formula to get the corresponding atomic propositions4

(Line 1). The TEG generation algorithm starts with initializing
the TEG state space W by creating an initial state s where all
of the PLC variables/predicates are reset to zero/true (Lines
2-7) that happens when the PLC loads the controller code for
the first time.

Regarding the TEG state notion, each state includes three
types of information: i) spredicate denotes the logical predicate
as the result of symbolic execution of branch/jump instructions
that has been accumulated in the current state through the
state transition sequence starting at the initial state s; ii)
svar values indicates the symbolic variable values that have been
initiated in the current state; and iii) sprop values represents the
concrete Boolean value vector for the atomic propositions in
the current state. For the initial state5, given the reset concrete
variable/predicate values, the concrete values for the LTL
atomic propositions A are calculated and stored in sprop values
(Line 6); however, for other states storing symbolic values,
TSV takes a different approach to assign concrete atomic
proposition values as discussed below. The TEG state space

3A concrete example for the symbolic execution and formal verification of
a given controller program is described in Appendix A.

4Note that “ ” denotes an assignment.
5It is assumed that the function GenTEG takes a Boolean argument

initial GenTEG call that denotes whether this is the first call in the recur-
sion chain. Due to presentation simplicity, the variable is not listed in the
algorithm’s input list explicitly.

Algorithm 1: GenTEG
Input : The Symbolic scan cycle ssc

Input : The LTL safety specification j
Input : The TEG generation deadline g
Output: The generated temporal execution graph TEG

1 A  get atomic propositions(j)
2 s  create initial state()
3 if initial GenTEG call then
4 spredicate inilialize predicate(True)
5 svar values inilialize PLC variables(False)
6 sprop values 

concretize atomic propositions(svars values,A)
7 Ws s
8 We /0
9 foreach Path predicate p 2 ssc do

10 symbolic values ssc [p]
11 foreach a 2 2A do
12 t  spredicate

V
predicate(a,A)

V
p

13 if ¬satisfiable(t) then
14 continue
15 s0  create state()
16 [s0predicate,s0prop values] [t,a]
17 s0var values 

update(svar values,symbolic values)
18 s00  find equivalent state(W,s0)
19 if s00 6= NULL then
20 delete(s0)
21 else
22 s00  s0

23 Ws  Ws [ {s00}
24 We  We [ {(s! s00)}
25 if g < elapsed time then
26 return
27 GenTEG(ssc,j,s00)

Ws and set of transitions We are also initialized to the initial
state s and empty set, respectively, during the initial function
call (Line 7-8).

Following the algorithm, a transition is then added for each
(path predicate, symbolic output values) mapping in the sym-
bolic scan cycle ssc (Line 9) that is satisfiable given the vari-
able values in the initial state s. The algorithm goes through

7



Formal	  VerificaEon	  
1.  Convert	  the	  negated	  LTL	  Spec	  formula	  to	  a	  state-‐based	  

representaEon	  (tableau)	  
Negated	  LTL	  Spec:	  unsafe	  system	  state	  descripEon	  

2.  Generates	  the	  TEG-‐tableau	  product	  model	  P	  
	  Each	  state	  consists	  of	  two	  states	  (TEG/tablaeu)	  

3.  Search	  for	  a	  path	  in	  P	  that	  is	  accepEng	  
	  	  The	  path	  represent	  an	  unsafe	  system	  state	  

4.  Get	  concrete	  input	  value	  vector	  for	  the	  path	  
	  	  e.g.,	  (i0,	  i1,	  i2)=	  (10,	  2,	  12)	  	  !	  Viola0ng	  Test	  Case	  
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Controller	  Program	  Debugging	  
•  The	  PLC	  code	  is	  sent	  back	  to	  the	  operator	  

–  Along	  with	  the	  generated	  test	  case	  

•  The	  code	  execuEon	  is	  simulated	  	  
–  using	  the	  concrete	  test	  case	  

•  Currently	  a	  manual	  process	  
–  We	  are	  currently	  working	  on	  a	  semi-‐automated	  soluEon	  
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DemonstraEon	  of	  TSV	  against	  	  
the	  Cyber-‐Physical	  Malware	  



EvaluaEons	  
•  ImplementaEons	  
–  >30K	  LOC	  
–  C/C++	  

•  Experimental	  setup	  
–  Raspberry	  Pi	  –	  Linux	  3.2.27	  
–  Desktop	  –	  Ubuntu;	  8	  GB	  RAM;	  Linux	  3.5	  

•  Case	  studies	  
–  Five	  real	  Siemens	  PLC	  controller	  programs	  

•  Traffic	  light,	  Rail	  Inter-‐locking,	  Assembly	  line,	  Stacker,	  Sorter	  
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Temporal	  ExecuEon	  Graph	  

S0
<a:1 b:1>

S1
<a:1 b:1>

S2
<a:1 b:1>

S3
<a:1 b:1>

S4
<a:1 b:0>

S5
<a:0 b:1>

S6
<a:1 b:1>

~((~ X41) && X43 && (~X44)) 

~((~ X41) && X43 && (~X44)) 

~((~ X41) && X49 && (~X44)) 

True True True

Figure 6: Generated Temporal Execution Graph (model checking bound = 4).

corresponding to the offending output.

6.2 Control System Case Studies
To make sure that TSV can be used for practical safety verifi-

cation of real-world infrastructures, we deployed TSV on several
PLC programs for different industrial control system settings.

• Traffic light. Traffic lights at a four way intersection are
governed by Boolean output signals, with a single Boolean
value for each color and direction. Light changes are timer-
based.

• Safety requirements: (i.) Orthogonal green lights should
not be ON simultaneously. (ii.) A red light should al-
ways be proceeded by a yellow light.

• Assembly way. Items are moved down an assembly line by
a belt. A light barrier detects when an item has arrived at
an assembly station, and an arm moves to hold the item in
place. A part is then assembled with the item, and the barrier
removed. The process repeats further down the line.

• Safety requirements: (i.) No arm can come down until
the belt stops moving. (ii.) The belt should not move
while the arm is down.

• Stacker. A series of items are loaded onto a platform by a
conveyor belt. Once a light barrier detects that the platform
is full, the items are combined by a melter, and the resulting
product is pushed onto a lift and lowered for removal.

• Safety requirements: (i.) The product should never be
pushed out while the melter is working. (ii.) No more
items should be loaded once the platform is full.

• Sorter. A conveyor belt passes packages by a barcode scan-
ner. Depending on the scanned code, one of three arms ex-
tends to push the package into an appropriate bin.

• Safety requirements: (i.) No more than one arm should
extend at each time instant. (ii.) An arm extends only
after the barcode scanning is complete.

• Rail Interlocking. As opposed to the other programs, which
drive the actions of a system, a railway interlocking checks
that a sequence of engineer commands will not cause con-
flicting routes between two or more trains.

• Safety requirements: (i.) There should never be con-
flicting routes. (ii.) No inputs are read after the check-
ing procedure starts execution.

6.3 Example Safety Violation
To demonstrate the full usage of TSV, we show the steps that

occur when attempting to upload code containing a safety viola-
tion. For this example, we modified the traffic light controller to
switch both directions to green after cycling through the correct
states once. Specifically, we appended the following code to the
traffic light program.

... original program ...

RESET ;; Reset logic accumulator.
A M 0.5 ;; Check for trigger state.
JC ATTACK ;; Jump to attack code.
JMP END ;; Skip attack code.
ATTACK:
SET
= Q 0.0 ;; Set first green light.
= Q 0.3 ;; Set second green light.
END: NOP

The malicious program was analyzed by TSV against an interlock
property prohibiting both lights from being simultaneously green.
The model checker produced the concrete counterexample:

Cycle Timer
1 2 3 4 5 6

1 f f f f f t

2 f

This states that a violation was detected on the scan cycle where
light timers 1-5 are false, and timer 6 switches from true to false.
The next step is to identify the line of code where the violation oc-
cured. First, the ILIL interpreter preloads the concrete counterex-
ample values for each timer variable. Next, the ILIL version of the
program is instrumented with an assertion of the violated property
after each line:

assert load(mem, [Q::0::0::0::0]) == 0 : reg1_t ||
load(mem, [Q::0::0::0::3]) == 0 : reg1_t;

This simply states that at least one of the output memory locations
for green lights must be off. The instrumented program is then ex-
ecuted with the concrete timer values. The assertion fails exactly
after the line that stores 1 in [Q::0::0::0::3]. If the operator
so desired, an execution trace of instructions and memory values
leading up to this point could also be produced. Even if the orig-
inal IL program is obfuscated, the ability to execute on a concrete
counterexample will quickly point system operators to the offend-
ing instruction.
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TEG	  Cardinality	  

TSV replicates the state and adds the corresponding atomic propo-
sition predicates to each replica’s existing predicate P using the &
operator. For instance, in the case of a single atomic proposition
a, the two states will be assigned P&a and P&!a as their predi-
cates. Figure 4 shows a more illustrative example where each node
in the TEG becomes two nodes in the Refined Graph to model both
valuations of proposition a.

To summarize, TSV strives for minimality of model state space
through three approaches. (i.) Symbolic execution lumps as many
concrete input values (and hence, scan cycles) together as possible.
(ii.) In the refinement step, a truth value for a proposition is only
added if it is feasible transitioning from the previous state. (iii.) As
a measure of last resort, TSV will perform bounded model checking
when the TEG’s diameter becomes too large.

5.4 Malicious Code Discovery
TSV uses the abstract TEG to perform LTL-based model check-

ing [6] that either allows the code to run on the PLC after passing
all checks, or returns a counterexample to system operators in the
event that a violation is found. More specifically, the model checker
verifies whether the refined temporal execution graph contains any
paths in which a temporal property fails to hold. Given a temporal
predicate f , TSV negates f and generates a tableau T (¬ f ). The
tableau is a state-based automaton that satisfies every sequence of
words that satisfy ¬ f . Here, a word is an truth assignment to all
atomic propositions in f . TSV then computes the product automa-
ton P of T and the TEG. If an accepting path is found in P, then the
values of atomic propositions along that path form a counterexam-
ple for the temporal property f .

The counterexample can be used to locate the offending lines of
code or control flows in the original PLC program. In the event
of malicious code injection, this could shed light on the attackers
motives, and if a safety violation occurred due to an error, operators
can take corrective actions. We demonstrate this functionality in
Section 6.3.

6. EVALUATION
We now wish to investigate TSV’s efficacy in checking typical

safety properties against a representative set of PLC programs. In
particular, we designed a set of experiments to verify whether TSV
can be useful in real-world practical scenarios by answering the
following questions empirically: How accurately do the employed
model checking techniques in TSV verify whether a given PLC
code is compliant with the requirements? How efficiently does
TSV complete the formal verification steps for an uploaded PLC
code? How well can TSV scale up for complex security require-
ments? We start by describing the experimentation control system
case studies, and then proceed to examine these five questions.

6.1 Implementation
We implemented TSV on a Raspberry Pi embedded computer

running Linux kernel 3.2.27. The IL lifting is implemented in
2,933 lines of C++ code, the symbolic execution in 11,724 lines
of C++ code, and the TEG generation in 3,194 lines of C++ code.
In addition, TSV uses the Z3 theorem prover [7] both for check-
ing path feasibility during symbolic execution, and for simplifying
symbolic variable values during TEG construction. NuSMV is used
for model checking of the refined TEG [10]. In the case of a safety
violation, Z3 is used to find a concrete input for the path predicate
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Symbolic	  Model	  Checking	  

TSV replicates the state and adds the corresponding atomic propo-
sition predicates to each replica’s existing predicate P using the &
operator. For instance, in the case of a single atomic proposition
a, the two states will be assigned P&a and P&!a as their predi-
cates. Figure 4 shows a more illustrative example where each node
in the TEG becomes two nodes in the Refined Graph to model both
valuations of proposition a.

To summarize, TSV strives for minimality of model state space
through three approaches. (i.) Symbolic execution lumps as many
concrete input values (and hence, scan cycles) together as possible.
(ii.) In the refinement step, a truth value for a proposition is only
added if it is feasible transitioning from the previous state. (iii.) As
a measure of last resort, TSV will perform bounded model checking
when the TEG’s diameter becomes too large.

5.4 Malicious Code Discovery
TSV uses the abstract TEG to perform LTL-based model check-

ing [6] that either allows the code to run on the PLC after passing
all checks, or returns a counterexample to system operators in the
event that a violation is found. More specifically, the model checker
verifies whether the refined temporal execution graph contains any
paths in which a temporal property fails to hold. Given a temporal
predicate f , TSV negates f and generates a tableau T (¬ f ). The
tableau is a state-based automaton that satisfies every sequence of
words that satisfy ¬ f . Here, a word is an truth assignment to all
atomic propositions in f . TSV then computes the product automa-
ton P of T and the TEG. If an accepting path is found in P, then the
values of atomic propositions along that path form a counterexam-
ple for the temporal property f .

The counterexample can be used to locate the offending lines of
code or control flows in the original PLC program. In the event
of malicious code injection, this could shed light on the attackers
motives, and if a safety violation occurred due to an error, operators
can take corrective actions. We demonstrate this functionality in
Section 6.3.

6. EVALUATION
We now wish to investigate TSV’s efficacy in checking typical

safety properties against a representative set of PLC programs. In
particular, we designed a set of experiments to verify whether TSV
can be useful in real-world practical scenarios by answering the
following questions empirically: How accurately do the employed
model checking techniques in TSV verify whether a given PLC
code is compliant with the requirements? How efficiently does
TSV complete the formal verification steps for an uploaded PLC
code? How well can TSV scale up for complex security require-
ments? We start by describing the experimentation control system
case studies, and then proceed to examine these five questions.

6.1 Implementation
We implemented TSV on a Raspberry Pi embedded computer

running Linux kernel 3.2.27. The IL lifting is implemented in
2,933 lines of C++ code, the symbolic execution in 11,724 lines
of C++ code, and the TEG generation in 3,194 lines of C++ code.
In addition, TSV uses the Z3 theorem prover [7] both for check-
ing path feasibility during symbolic execution, and for simplifying
symbolic variable values during TEG construction. NuSMV is used
for model checking of the refined TEG [10]. In the case of a safety
violation, Z3 is used to find a concrete input for the path predicate
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Conclusions	  

•  TSV	  is	  a	  TCB	  for	  real-‐Eme	  cyber-‐physical	  
malicious	  control	  command	  (code)	  injecEon	  
–  IL	  program	  liqing	  
– Symbolic	  execuEon	  
– Formal	  model	  checking	  

•  Future	  direcEon	  
– 4N6	  is	  currently	  working	  on	  	  
several	  extensions	  of	  TSV,	  e.g.,	  more	  complicated	  
azacks	  
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